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As deep learning models grow, sparsity is becoming an increasingly critical component of deep neural networks,
enabling improved performance and reduced storage. However, existing frameworks offer poor support for
sparsity. Specialized sparsity engines focus exclusively on sparse inference, while general frameworks primarily
focus on sparse tensors in classical formats and neglect the broader sparsification pipeline necessary for using
sparse models, especially during training. Further, existing frameworks are not easily extensible: adding a
new sparse tensor format or operator is challenging and time-consuming. To address this, we propose STen, a
sparsity programming model and interface for PyTorch whose key design insight is the decoupling of sparsity
layouts, operators, and sparsifiers into composable, first-class abstractions that users can independently
define and combine. An automatic dispatch mechanism selects the best available sparse implementation and
transparently falls back to dense execution, allowing STen to support virtually all sparsification methods
while enabling rapid prototyping without sacrificing performance for optimized paths. We demonstrate the
versatility of STen by expressing existing sparsification techniques within its abstraction, achieving a code
size reduction of over 2x. Finally, we develop a novel, high-performance grouped n:m sparsity layout for CPU
inference at moderate sparsity, accelerating end-to-end BERTgsg, inference by up to 3.2X. STen brings high
performance and ease of use, making sparsity readily accessible for existing PyTorch models.
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1 Introduction

Deep learning models are growing voraciously and require ever growing amounts of compute and
memory [72, 85, 91], as larger models trained for longer continue to offer improvements [43, 49].
Indeed, the largest models (e.g., [5, 13, 79]) do not fit in a single GPU for inference, much less
training. To address this, sparsity has emerged as a major research and engineering direction [32, 42].
Sparsity techniques reduce the number of nonzero values in model weights and activations, thereby
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Fig. 1. The STen sparsity programming model supports high-performance sparsification workflows through
customizable Sparsity Layouts, Operators, and Sparsifiers. An example computation with tensor layout
specifications (green) is matched and dispatched to the corresponding implementations (orange).

decreasing memory usage and computational demands. Consequently, sparsity is widely used to
reduce storage requirements and improve performance during inference. Recently, there has been
interest in sparsity during training, including both sparse fine-tuning for large models and fully
sparse training from scratch. To efficiently utilize sparsity, various sparse matrix formats, such as
Coordinate (COO), Compressed Sparse Row (CSR), Block Sparse Row (BSR), and ELLPACK (ELL),
have been developed, each optimized for specific application demands.

Many frameworks have begun to integrate support for sparsity. TensorFlow’s [1] tf.sparse
supports tensors in the COO format. PyTorch’s [74] torch. sparse includes COO, CSR, BSR, and
semi-structured tensors in 2:4 format, designed to efficiently utilize the sparse tensor cores of
Nvidia GPUs.

However, existing approaches to sparsity in deep learning frameworks suffer from limitations
along three key axes, expressiveness, performance, and extensibility, which together hinder adoption
and productivity.

Limited expressiveness. Sparsity is typically “tacked on” to general deep learning frameworks.
These frameworks usually offer restricted support for sparsity, providing only a limited set of
operations on sparse tensors: e.g., torch. sparse supports only 13 of 44 linear algebra operations,
of which four support backpropagation, and hundreds of other operations are also not supported.
These frameworks also lack native support for sparsification operations that can efficiently produce
sparse tensors (e.g., without materializing intermediates). Many implementations use masks to
emulate sparsity by zeroing out elements. While valuable for research, this offers no storage or
performance improvements, and the masking often requires manual modification of the model
code, such as introducing element-wise multiplications with mask tensors.

Limited performance. While classical sparse matrix formats like COO and CSR reduce storage
at sparsities common in deep learning (50-95%), the runtime for sparse matrix multiplications,
which constitute the bulk of deep learning computations, is often significantly longer than for dense
equivalents. In contrast, blocked formats, e.g., ELL and BSR, improve computational efficiency by
partitioning the sparse matrix into smaller, dense sub-matrices (blocks). This allows them to take
advantage of highly optimized algorithms and libraries designed for dense matrix operations, which
are often significantly faster than those for general sparse matrices [33]. However, they restrict
where nonzeros can be placed and can limit the information preserved after sparsification. Such
implementations (e.g., [54, 71]) also typically support only a handful of customized operations.
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Limited extensibility. More specialized frameworks, such as SparseML and DeepSparse [53],
offer end-to-end sparsification pipelines, including recipes, which define the process of sparsify-
ing neural network models, implementations for sparsity algorithms, and a highly-tuned sparse
inference engine for CPUs. Frameworks such as torchao [90] and PEFT [65] support various sparsi-
fication methods and provide efficient operator support for end-to-end use. However, the pipelines
provided in these specialized frameworks lack flexibility; adding support for sparse formats not
already available can be challenging, especially when automatic differentiation is required.

Thus, existing frameworks offer limited productivity and efficiency improvements for sparsity,
and do not provide a clear path toward supporting a broad use of sparsity. This is especially acute
for researchers working at the forefront of sparsity, who want to rapidly iterate on novel sparsity
formats, fast implementations, and sparsification methods, yet are stymied by frameworks.

To address this, we first propose a new programming model for sparsity (§3), overviewed
in Figure 1. It consists of three components: sparsity layouts for tensors; operators, which provide
implementations for computations with any combination of sparsity layouts for input and output
tensors; and sparsifiers, which are applied to operator outputs to compute a new sparse tensor.
Sparsifiers are further classified as streaming, blocking, or materializing, based on the number and
structure of outputs they require. Our model supports the vast majority of sparsification approaches
and enables their efficient implementation, e.g., threshold pruning can be inlined within operators.

We provide an implementation of this model, STen', in PyTorch (§4). STen provides a compre-
hensive sparsification pipeline and supports fast sparse inference as well as sparse GPU training
using masking, for all PyTorch operators. STen is fully extensible, allowing users to implement
additional sparsity layouts, operators, and sparsifiers. Backpropagation is transparently supported.
If no implementation exists for a sparse operator or sparsity layout, STen automatically converts to
a supported implementation. This allows STen to provide a productive and efficient playground
for sparsity in PyTorch, enabling researchers to pursue novel ideas without significant framework
engineering overhead. To demonstrate this flexibility, we develop a novel grouped n:m sparsity
layout (n:m:g, §5), building on existing n:m formats [70, 106], for fast sparse inference at moderate
sparsity levels. We also include a suite of standard sparsifiers.

STen delivers competitive performance for both sparse inference and training without sacrificing
its flexibility (§7). We evaluate our n:m:g sparsity layout for sparse inference against state-of-the-art
inference engines, where we are up to 3.9x faster than DeepSparse [53] using unstructured sparsity
for sparse-dense GEMM. We also show end-to-end performance for BERTy,g; [18], where sparse
n:m:g models recover the original accuracy and are 3.2x faster than a dense PyTorch version.

We further showcase the productivity benefits of STen, demonstrating how it simplifies the
process of sparsifying existing models, performing sparse fine-tuning, and integrating additional
sparsity layouts. We provide integrated support for several recently proposed deep learning spar-
sification methods for inference [16, 30] and training [6, 69], demonstrating simplified PyTorch
integration that reduces code size by more than twofold (§6).

These productivity improvements are complemented by seamless integration with existing
models. STen supports torchvision’s [80] entire suite of classification models and common Hug-
gingFace transformer models [94] out of the box. Thus, STen brings both high performance and
ease of use to the machine learning community, enabling users to leverage sparsity, engineers to
develop optimized sparse formats, and researchers to quickly explore new sparsification methods.

!https://github.com/spcl/sten
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Fig. 2. Example sparse matrix formats and their suitability for different sparsity ranges [42].

2 Sparsification Background

Sparsity occurs when some values in a tensor are zero. When many values are zero, it can be
more efficient to only store the nonzero values, saving space. It can also be more efficient to skip
computations involving zeros, as the output is already known. Hence, exploiting sparsity, if done
correctly, can reduce memory and compute requirements. It can also reduce data movement, a
particular bottleneck in deep learning [48]. The sparsity of a tensor is defined as the ratio of the
number of zeros to the size of the tensor; the number of nonzeros is referred to as nnz. In general,
for sparsity to pay off in performance, a tensor must be sufficiently sparse [38, 100]; however,
the sparsity necessary to achieve improvements will vary depending on the workload, sparsity
structure, hardware architecture, and implementation (Figure 2). We focus on sparsity in deep
learning, where sparsities in the range of 50-95% are common.

In deep learning workflows, we distinguish between fine-tuning, which is typically a relatively
short process on a pretrained network, and training from scratch, which is usually a much longer
process. Generally, sparsity occurs in three regimes: sparse inference, where a network is already
sparse; sparse fine-tuning, where sparsity is induced in a pretrained dense network through a
retraining process; and sparse training, where a sparse network is trained from scratch, possibly
with the sparsity changing over time.

There are many works that aim to accelerate sparse inference in particular (e.g., [31, 53, 99]). Such
sparse models are usually constructed by using sparsifiers to prune the weights of an existing dense
model in a sparse fine-tuning stage. Both sparse fine-tuning and training typically use dense tensors
in combination with masking to emulate sparsity, especially as the sparsity pattern may change
during training. Fully sparse training remains an open problem, although there has been recent
progress on this, including iterative pruning [26, 107] and training from scratch (e.g., [14, 23, 24]).

Beyond sparsity in weights, other tensors in a network may also be sparse. This includes
activations (e.g., through dropout [87], ReLUs [67], or other methods [47, 53]) and gradients
(common in communication compression, e.g., [19, 61, 88]).

To induce sparsity, sparsifiers are employed to prune (e.g., set to zero) specific values within
a network. We focus on magnitude pruning [26, 107], a class of sparsifiers that operates on the
principle that small values are less important and can be removed without significantly impacting
the output. This technique encompasses several variations. One-shot magnitude pruning achieves
a desired sparsity level in a single step, after which the network may be fine-tuned. Alternatively,
iterative magnitude pruning involves a process of alternating between pruning and fine-tuning
stages, gradually increasing the sparsity. Furthermore, pruning can be applied locally, where
each layer is pruned independently to a specified sparsity, or globally, which considers the entire
network to optimize parameter allocation. A variation of global pruning is layer-wise magnitude
pruning [39], where layers are pruned one at a time in sequential order, with fine-tuning performed
after pruning each layer.

Numerous formats exist for efficiently representing sparsity, although the level and structure
of the sparsity influences which formats yield speedups [77]. COO stores nonzeros together with
their absolute offsets (e.g., row index, column index, and value). The CSR format stores the matrix
row by row, using three arrays: values, column indices, and row pointers. Approaches like ELL
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and BSR more efficiently store structured data. BSR is similar to CSR but stores small dense blocks
rather than individual values. ELL stores values and column indices in fixed-width rows padded to
the maximum row length, enabling regular memory access patterns. Recently, specialized formats
for DL workloads have been developed, such as n:m [70, 106], where each group of m elements has
n nonzeros, with their positions unrestricted within the group (e.g., 2:4 [TZI1).

3 The STen Programming Model

We now introduce our programming model for sparsity; see Figure 1 for an overview. The core
components of the model are sparsity layouts (§3.1), operators (§3.2), and sparsifiers (§3.3), which
together can represent sparse operations and sparsification. Here we describe the high-level concepts
and interface, and discuss implementation details in §4. Although our focus is on PyTorch, we
expect the STen model to be portable to other frameworks. The key aim of this model is to support
a complete and performant sparsity pipeline with extensive customizability for researchers, both
those working on sparsity and on performance.

3.1 Sparsity Layouts

Sparsity layouts augment the typical memory layout of a tensor by annotating the sparsity format
used to store the data. The user can specify any sparsity layout, including classic formats like CSR,
CSC, and COO; blocked formats like ELL and BSR; specialized formats like n:m; or dense tensor
masking; plus any associated parameters (e.g., n and m). A sparsity layout is assigned to a tensor as
follows:

sparse_tensor = sten.torch_tensor_to_csr(sparsifier, dense_tensor)
Further, custom sparsity formats can also be added:

class CscTensor: # Use SciPy sparse CSC matrix
def __init__(self, data): # The interface is decided by the user
# The internal field(s) are decided by the user
self.data = scipy.sparse.csc_matrix(data)
def to_dense(self) -> torch.Tensor: # always returns dense tensor
return torch.from_numpy(self.data.todense())

Programmers define one sparsifier (see §3.3) and the to_dense operation to enable sparse-to-dense
conversion for the format. If in-place operations, which directly modify an existing tensor, are to be
supported, an additional implementation needs to be defined for STen’s SameFormatSparsifier
to handle sparsification (see §4).

This contrasts with existing frameworks, where adding support for new sparsity layouts is a
complex and time-consuming process that often involves significant additions to the framework
“core”. STen’s flexibility enables researchers to rapidly prototype and evaluate novel sparsity layouts
and performance engineers to tune the layouts of individual tensors for maximum performance.

3.2 Operators

Operators are any function (e.g., matrix multiplication), with any number of input and output tensors
(we ignore non-tensor arguments for simplicity). We allow the input and output tensors to have any
sparsity layout, and an operator may have different implementations for each combination of tensor
layouts for maximum performance. To produce sparse output, an operator must be associated with
a sparsifier. We discuss such sparse operators in §3.3. Beyond this, there are no restrictions or
additional requirements for operators. A built-in operator can be called as follows:

a
b
c

sten.torch_tensor_to_csr(sparsifier, torch.randn(4, 4)) # Sparse
torch.randn(4, 4) # Dense
torch.mm(a, b) # Dispatched to CSR*dense->dense mm
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Fig. 3. Classification of different types of sparsifiers.

As it can be infeasible to provide implementations for every combination, several approaches to
simplify this are provided (see §4). A pattern matching system for supported input/output sparsity
layout combinations can dispatch to a single underlying implementation. Otherwise, the interface
falls back to a dense implementation with masks and issues a warning. This enables incremental
optimization by performance engineers, and allows users to rapidly explore the effects of sparsity
on models, albeit with a performance penalty.

3.3 Sparsifiers

Sparsifiers decide which output values to keep. Each output tensor of an operator is associated
with a sparsifier. A sparsifier can be thought of as a special kind of operator, and may include
additional inputs, which may delay its application until they are ready (e.g., gradients for first-order
sparsification). Sparsifiers may also produce output in a different sparsity layout than what the
associated operator outputs. We use the term sparse operator to refer to the combination of an
operator and sparsifier.

We classify sparsifiers as one of streaming, blocking, or materializing (Figure 3), depending on the
amount of data they need before they can begin to produce output. Different types of sparsifiers
support different optimizations. E.g., streaming sparsifiers could be fused into their associated
operator; this may also be possible with blocking sparsifiers. Sparsifiers may also be used standalone
to convert dense tensors to sparse.

Table 1 lists example sparsifiers and their characteristics. The trivial keep-all sparsifier preserves
all produced values and is the default for dense tensors. It is not limited to dense tensors, however:
the sum of two sparse tensors with a keep-all sparsifier produces a new sparse tensor with nonzero
values given by the union of the nonzeros of the inputs. A random fraction sparsifier drops values
with a fixed probability, while a scalar threshold sparsifier drops them if they are less than a fixed
threshold. Per-block fraction drops the smallest proportion of values within fixed blocks of elements.
Scalar fraction drops the smallest portion of the values (i.e., magnitude pruning) and block-wise
fraction drops entire blocks with the smallest combined absolute magnitude. Finally, more advanced
complex weight sparsifiers require additional information such as the loss or gradients. STen is able
to support all of these sparsifiers. Further, these examples are not exhaustive, as STen allows for
the implementation of custom, user-defined sparsification strategies.

Declaring a new sparsifier in STen can be done as follows:

class RandomFractionSparsifier:
def __init__(self, fraction):
self.fraction = fraction
@sten.register_sparsifier_implementation(sparsifier=RandomFractionSparsifier, inp=torch.Tensor, out=CscTensor)
def dense_to_csc_random_fraction(sparsifier, tensor, grad_fmt=None):
# Implementation for dense->CSC sparsification

We now discuss sparse operators, which associate a sparsifier with an operator to enable it
to produce sparse output. For maximum performance and flexibility, a sparse operator requires
an output format, which consists of an inline sparsifier, a temporary sparsity layout, an external
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Table 1. Sparsifier types and examples, number of passes mode over a tensor, memory requirements (nnz
total nonzeros, block size b when blocking), and sparsifier type. Some complex weight sparsifiers could be
implemented more efficiently than with materialization.

Sparsifier Examples Passes Memory Type
Keep-all Sparse add 1 0(1) Streaming
Random fraction Dropout [87] 1 0(1) Streaming
Scalar threshold ReLU [67] 1 0(1) Streaming
Per-block fraction n:m [70, 106] 2 O(b) Blocking
Scalar fraction Magnitude [26, 107] 2 O(nnz) Materializing
Block-wise fraction Block magnitude [56] 2 O(nnz) Materializing
Complex weight sparsifiers Movement [83], & [63], others [42] >1 O(nnz) Materializing

Inline sparsifier  External sparsifier

e OOl

Temporary layout Output layout

Fig. 4. Specification of the sparsifiers and layouts that uniquely determines the sparse operator.

sparsifier, and the output sparsity layout (Figure 4). The inline sparsifier is inlined into the operator
and produces output in the temporary layout, which is materialized before being sparsified by the
external sparsifier, which produces the final output. Streaming or blocking sparsifiers are good
candidates for implementation as inline sparsifiers, to benefit from inlining, whereas materializing
sparsifiers are typically implemented as external sparsifiers. One typically does not need both an
inline and external sparsifier; however, highly optimized implementations of two-pass sparsifiers
may use an inline sparsifier for the first pass and an external sparsifier for the second pass. Sparse
gradients are similarly specified for operators. Defining a sparse operator in STen requires specifying
the original operator and the output format:

# Output is CSC, sparsified with RandomFractionSparsifier
sparse_add = sten.sparsified_op(orig_op=torch.add,
out_fmt=[ # list of 'output formats' for every output
# The single output of the addition is sparsified and converted to a CscTensor
(sten.KeepAll(), torch.Tensor, RandomFractionSparsifier(@.5), CscTensor)],
grad_out_fmt=[...], # list of 'output formats' for output gradients

)
c = sparse_add(a, b) # Call the operator

3.4 Constructing Sparse Models

With the core components of our sparsity programming model in place, we now describe the
process for building sparse models. We consider two cases: constructing a model from scratch and
sparsifying an existing model. In short, a sparse model is set up by providing a list of tensors and
the desired sparsity layout for each. Given this, STen can initialize tensors and dispatch operators to
appropriate implementations. If an operator implementation is not available, the user can provide
one, convert tensors to a supported sparsity layout, or fall back to a dense implementation.

In this model, all tensors are used as operator inputs, outputs, or both; for simplicity we will ignore
sparsity for model inputs and outputs. Tensors that are input-only during forward propagation
are typically weights. All other tensors are used as both inputs and outputs and occur within
the computation graph (e.g., activations); we refer to these as intermediate tensors. In practice, in
most frameworks (including PyTorch), intermediate tensors do not exist until runtime, so their
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Fig.5. STen sparsifies a model composed of an Add operation followed by a MatMul operation (left), generating
sparse forward (middle) and backward (right) passes.

sparsity layout is defined dynamically by the operator that produces them based on its inputs and
sparsification rules.

Constructing a sparse model from scratch is similar to the typical process in PyTorch, but
tensors and operators in its computational graph are annotated with specific sparsity layouts and,
if needed, sparsifiers. For example, one can construct a sparse linear layer as follows:

class SparseLinear(torch.nn.Module):
def __init__(self, in_f, out_f, wsparsity):
super().__init__()
self.w = sten.SparseParameterWrapper(dense_to_csc_random_fraction(
RandomFractionSparsifier(wsparsity), torch.randn(in_f, out_f),
# Output format for gradients
(sten.KeepAll(), torch.Tensor, RandomFractionSparsifier(wsparsity), CscTensor)))
def forward(self, x):
return torch.matmul(x, self.w) # Calls sparse impl

Sparsifying an existing model requires marking a subset of its tensors as sparse. Incorporating
sparse weights into a model is done by directly modifying the tensors that are accessible as attributes
of the layer classes containing them. Replacing operators with sparse versions or sparsifying
intermediate tensors is more challenging, as operators may not be defined as attributes of a model,
and intermediate tensors may only exist at runtime. To address this, STen supports tracing an
existing model to identify its intermediate tensors, which can then be marked with the desired
sparsity layouts. As an example:

# Sparsify a parameter:

sb = sten.SparsityBuilder()

sb.set_weight('net.weight', # Fully qualified name of the weight parameter
initial_sparsifier=RandomFractionSparsifer(0.9), out_format=CscTensor)

# Sparsify an intermediate activation

sb.set_interm('net.gelu', # Traced name of the intermediate tensor
inline_sparsifier=RandomFractionSparsifier(0.9), tmp_format=CscTensor,
external_sparsifier=KeepAll(), out_format=CscTensor)

# sparsify gradients

sb.set_weight_grad(...)

sb.set_interm_grad(...)

# Create sparse version of original model:

sparsified_net = sb.get_sparse_model(net)

To sparsify existing dense weights, or load sparse weights, we need only the desired sparsity
layout and sparsifier. We first convert sparsifiers to a materializing version if needed. Then the
weights are sparsified and subsequent operator calls will use the sparse version. For iterative
sparsification methods, the sparsity can be adjusted as sparse fine-tuning proceeds. Intermediate
tensors are sparsified at runtime, as they do not exist in advance.

4 STen Implementation

Figure 5 illustrates how STen modifies the computation graph to support the interface specified in
§3. The output format specification differs depending on the location on the graph of the tensor(s)
to be sparsified (i.e., intermediate or weight). Intermediate tensors require both inline and external
sparsifiers, as detailed in §3.3. Weight tensors only require an initialization sparsifier.
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Fig. 6. User-facing abstraction of STen’s sparse dispatch engine.

During the forward pass, the Add operator incorporates sparsifiers. However, during the back-
ward pass, sparsifiers need to be integrated into the MatMul operator to provide sparsified gradients
for the weights. Given that the tensor and its gradient may have different formats, the operator that
normally performs in-place modifications of the weights must now calculate the updated weights
into a new tensor. To maintain the same format it had before, the new tensor is sparsified using
STen’s built-in SameFormatSparsifier, which serves as a dispatch point for the customization of
the gradient update.

STen’s operator dispatch is the key component that ties sparsity layouts, operators, and sparsifiers
together. Sparse operators may be implemented in any way desired, and the dispatch mechanism
will call the appropriate implementation for the given combination of input and output sparsity
layouts and sparsifiers. Further, STen will also intercept calls to standard PyTorch operations using
sparse inputs and dispatch them to specialized implementations. Figure 6 provides an overview of
the STen dispatcher.

STen does not implement its own sparse operators, and relies on users (or downstream libraries)
to register their own implementations. There are no restrictions on implementations, which may
leverage existing libraries or custom implementations. Support for common sparse operators (e.g.,
linear layers) using the implementations in torch.sparse and scipy.sparse, as well as our new
n:m:g format, are provided by default. Additionally, the operators are custom PyTorch operators
and interface with standard PyTorch features such as JIT compilation. We emphasize that a user
is not expected to provide optimized implementations for all combinations of sparsity layouts,
sparsifiers, hardware, and the like, and indeed this is likely to be infeasible. Rather, STen enables
users to implement the key operators their problem requires, while the dispatcher uses conversion
or dense implementations for unsupported operators.

STen is fully integrated with PyTorch’s autograd engine. Through a torch.autograd.Function
we define a custom autograd extension that enables PyTorch manage calling the correct backward
implementation. Custom implementations of backward operators can be provided, and STen will fall
back to dense versions (with conversion) if implementations are not available. If a custom forward
implementation is provided for an operator, we require that a backward pass implementation be
provided as well if backpropagation is to be supported (as the default implementation may expect
different preserved states than what the custom one provides).

4.1 Distributed Training

STen natively supports distributed data-parallel training using PyTorch’s DistributedDataParallel
module. This is handled internally by converting sparse gradient tensors to dense before utilizing
native collective operations, and finally converting the tensors back. We implement this using
STen’s operator patching mechanism.

As tensor conversion may be expensive for some formats, we support optimized converters. In
particular, for structured sparsity formats, we avoid unnecessary conversions when the nonzero
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Fig. 7. Example illustrating one chunk of our new n:m:g sparsity format withn =2, m =4, and g = 3.

locations of the initial and replacement tensors match. This naturally appears during gradient
synchronization, as tensors have the same nonzeros on every processor at the beginning of training,
and the user can optionally ensure the sparsity pattern remains fixed or changes slowly. These
optimizations are beneficial because it can be cheaper to convert from sparse to dense formats and
compare the nonzero layout than to convert from dense to sparse.

Future work in STen could support fully sparse gradient communication (e.g., [19, 57, 61, 81, 88])
or more general communication compression [89].

5 Grouped n:m Sparsity (n:m:g)

To illustrate the flexibility of STen, we develop a novel sparsity layout, a grouped n:m format termed
n:m:g, designed for fast CPU inference at moderate sparsity levels. Our format builds upon standard
n:m sparsity by introducing two higher-level structures: groups and chunks. A group is formed by
repeating a single n:m non-zero pattern g times. This repetition facilitates efficient mapping to
vector hardware. A chunk is then a complete collection of all (') possible n:m patterns, organized
into their respective groups. A single chunk, therefore, maps to a block of (':) X g X m elements in the
original, uncompressed matrix. Within this block, only the non-zero values are stored, preserving
the n/m compression ratio. For flexibility, we also allow the m-element blocks within a chunk to
be reordered, storing indices to recover their original positions. Figure 7 illustrates this concept,
showing how a segment of an original matrix (left) is transformed into our compressed n:m:g
format (right). Concretely, the n:m:g format stores three components: (1) a values array containing
the n- g - (") nonzero elements per chunk in contiguous chunk order, (2) an index array recording
block permutations within each chunk, and (3) stride metadata encoding n, m, g and the original
tensor dimensions. The index overhead is O(("") - g) per chunk, negligible at typical sparsity levels.
We discuss implementation details below and evaluate performance in §7.

5.1 m:m:g Implementation

The design of the n:m:g sparsity layout is heavily influenced by performance considerations. Figure 8
illustrates our n:m:g sparse-dense GEMM kernel. We implement high-level optimizations such as
caching, tiling, and parallelism following OpenBLAS [92, 96], and utilize an optimized microkernel
to implement the complete GEMM algorithm. 1 Data is first loaded from sparse values, then 2
broadcast into vector registers. Chunks, which fix the order of sparsity permutations, allow kernels
to avoid branches based on the sparsity structure. 3 The corresponding dense data is then loaded
using indirect loads from specific rows of B, 4 and a fused multiply-add (FMA) is performed.
We provide implementations using both AVX2 and AVX-512 vector operations. Finally, when a
permutation boundary is reached, 5 the result is stored in C. 6—10 perform the next iteration. By
using fixed group sizes, we can efficiently unroll iterations over groups and map them to vector
registers. The permutation order in chunks is selected so the nonzero pattern between adjacent

, Vol. 1, No. 1, Article . Publication date: June 2026.



STen: Productive and Efficient Sparsity in PyTorch 11

dense sparse dense Tensor B
C=A-B 6 vector load
7 L ——9
Permutation boundary 8 (Additional vectors loaded
from same row if they fit in
L L the available accumulators.)
group idx: "~ group idx: Row
{2 |
1 2 numbers
s I — 13 | }_l 4 scalars per
vector load accumulator
Tensor A 14 3 FMA
1 7 _I |
28 | Accumulator 0 |
broadcast | _ Accumulator 0 <
scalars to 4 10
vectors | Accumulator 1 [ Accumulator 1 <
Original col 5 | 6 |
| Original column
4 E 4 i indices ‘—» Store to tensor C ‘—Init from tensor C

Fig. 8. Sparse-dense GEMM kernel for 3:6:g sparsity format.

groups differs in only one location, so that we need save and initialize only one vector register.
Overall, this implementation delivers high performance even at moderate sparsities.

The choice of n and m influence the efficiency of the implementation. In particular, as the number
of permutations (rr':) in a chunk grows, the implementation may be less efficient (e.g., due to limited
instruction cache space). Nevertheless, we can efficiently support sparsity between 50 and 95%.

5.2 Constructing n:m:g Sparse Tensors

The application of structured sparsity introduces the challenge of optimally placing nonzero
elements within the structure defined by the format, such as magnitude pruning for n:m sparsity [78].
Given that n:m:g imposes more constraints compared to n:m, we now propose algorithms for
converting dense tensors to n:m:g sparsity layouts on both CPU and GPU. When converting,
we attempt to preserve elements to maintain the highest overall magnitude of the tensor. More
formally, for a dense tensor X, we wish to find arg maxy [IX|| where X is in n:m:g format and || - ||
is a matrix norm (we use L;). Performance is critical, as the primary use of these conversions is
sparsifying weights after gradient updates during training. While this could be formulated as an
integer programming problem with unknowns representing the specific choice of sparsity pattern
for each block, we found this to be too slow, and instead utilize fast approximations.

To sparsify on CPUs, we first compute the total magnitude of the preserved elements for each
column of a chunk with all permutations of nonzero patterns. With a fixed n:m:g format, there
are P?g such columnwise magnitudes, where P = (':) This list is then sorted and processed from
highest to lowest, yielding O (P?glog(P?g)) time per chunk. We use a specific nonzero pattern for
a column in the dense tensor only if this column was not yet selected and the group corresponding
to the pattern is not yet full.

To sparsify on GPUs, we use a variant of this algorithm that assigns each column of a chunk to
a separate GPU thread. Initially, columns are arbitrarily assigned to groups. Each thread iterates
over the columns in the other sparsity groups and attempts to exchange the nonzero pattern it is
assigned with an alternative nonzero pattern. If such a swap improves the overall magnitude for
the pair of columns, it is performed atomically. This continues until no changes are made, with
O (P%g*) work per iteration across all P - g columns; in practice, convergence requires only a small
constant number of highly parallel iterations.
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The opposite conversion, from n:m:g to dense, requires only a single iteration over the values,
reordering their locations according to the stored index, in O(n - g - P) time per chunk.

5.3 Integration with STen

Finally, we show key details for implementing n:m:g sparsity in PyTorch with STen. We first declare
a new sparsity layout (§3.1).

class GroupedNMTensor:

def __init__(self, val, idx, nm_strides): # The interface is decided by the user
# The internal field(s) are decided by the user
self.val, self.idx, self.nm_strides = val, idx, nm_strides

@staticmethod

def from_dense(tensor, n, m, sparse_dim, group_size, group_dim) -> "GroupedNMTensor":
# Call optimized dense->n:m:g conversion routine
val, idx, nm_strides = dense_to_grouped_n_m(tensor, n, m, sparse_dim, group_size, group_dim)
return GroupedNMTensor(val, idx, nm_strides)

def to_dense(self) -> torch.Tensor: # always returns dense tensor
# Call optimized n:m:g->dense conversion routine
return grouped_n_m_to_dense(self.nm_strides, self.val, self.idx)

For sparse fine-tuning and training, we also make use of masked dense tensors, implemented via
FixedMaskTensor. We next define the sparsifier and register implementations (§3.3).
class GroupedNMSparsifier

def __init__(self, n, m, g): # The interface is decided by the user
self.n, self.m, self.g = n, m, g # The internal field(s) are decided by the user

@sten.register_sparsifier_implementation(
GroupedNMSparsifier, # The type of sparsifier
inp=torch.Tensor, # The type of input tensor supported by this implementation
out=FixedMaskTensor) # The type of output tensor supported by this implementation
def dense_to_grouped_n_m(
sparsifier: GroupedNMSparsifier, tensor: torch.Tensor
grad_fmt=None # The optional 'output format' of the gradient for the returned tensor

):

. # Optimized sparsifier implementation

@sten.register_sparsifier_implementation(sten.SameFormatSparsifier, inp=torch.Tensor, out=FixedMaskTensor)
def same_format_grouped_n_m_and_fixed(sparsifier, tensor, grad_fmt=None):
. # Optimized sparsifier implementation

We now define implementations for a sparse linear operator (§3.2) using n:m:g. These definitions are
used for sparse training with masked dense tensors; a similar approach defines operators natively
using the n:m:g format for sparse inference.

@sten.register_fwd_op_impl(operator=torch.nn.functional.linear,
inp=(torch.Tensor, FixedMaskTensor, torch.Tensor), out=[(sten.KeepAll, torch.Tensor)])
def impl(ctx, inputs, output_sparsifiers):
# Forward implementation

@sten.register_bwd_op_impl(operator=torch.nn.functional.linear,
grad_out=[torch.Tensor],
grad_inp=[(sten.KeepAll, torch.Tensor), (sten.KeepAll, FixedMaskTensor), (sten.KeepAll, torch.Tensor)])
def impl(ctx, grad_outputs, input_grad_sparsifiers)
# Backward implementation

This suffices to enable full use of n:m:g sparsity within PyTorch for inference and training. Linear
operators will use masked dense tensors during training, with conversions implemented with our
optimized conversion routines, and our sparse-dense GEMM kernel during inference. All other
operators will use masked dense implementations through STen’s dispatcher fallbacks.

6 Expressing Existing Methods in STen

In this section, we explain how recently developed methods and implementations utilizing sparsity
fit into the STen programming model. For each implementation, in Table 2, we evaluate how many
lines of code (LoC) were required in the reference implementation supported by the authors. We
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Table 2. Comparison of lines of code required for reference and STen implementations (excluding comments
and Python imports). Manual refers to the standalone implementations created by the authors of the methods.

Method Implementation Reference LoC STen LoC LoC Reduction
. manual [30] 133 51%
S -Marlin §6.1 65
parse-Marlin § torchao [90] 239 73%
SpOR §6.2 manual [16] 297 137 54%
2:4 PyTorch §6.3 torchao [90] 216 108 50%
RoSA §6.4 PEFT [68] 1326 314 76%
Input
neut Layout: dense
Layout: dense STen forward
operator: matmul Weight SpQR Output
Weight - CSR data _ L matmul kernel Layout: dense
s " Sparse-Marlin Output ]
parse-Marlin data —> A — ) - STen forward operator:
STen layout: . LEVUE GBS matmul
Sparse-Marlin STen layout: SpQR
(a) Sparse-Marlin (b) SpQR

Fig. 9. Representation of sparsity-based inference methods within the STen abstraction.

compare these numbers to the amount of code required to implement the same functionality in
STen. Since the purpose of STen is interfacing between low-level efficient kernels written in C++ or
CUDA and high-level Python code, we omit the evaluation of the LoC for kernel implementations.

Sparsity support in large libraries typically involves more code due to their general abstractions,
and is less flexible for end users to modify without forking. In contrast, STen enables distinct
sparsification parameters for each tensor, including intermediate tensors. Libraries like PEFT [65]
and torchao [90] typically offer single-line calls that encode only the method’s parameters, leaving
the decision of which tensors to sparsify to built-in logic.

6.1 Sparse-Marlin

Sparse-Marlin [29] is a GPU matrix multiplication kernel implementation. It is specifically optimized
to substitute torch.Linear layers when the input and output are half-precision, and the weight
matrix is represented as a 4-bit quantized matrix sparsified in the 2:4 format.

The Sparse-Marlin kernel is designed with the goal of accelerating inference. In STen, this is
achieved (Figure 9a) by defining a new sparse tensor format that stores 4-bit quantized data along
with the metadata encoding the sparsity pattern. Since the purpose of this kernel is to be used
inside the fully-connected layer, only one operator implementation, namely matrix multiplication,
has to be supported.

6.2 SpQR

SpOR [16] is designed to handle the accuracy loss arising during the quantization of weight
matrices. In addition to using per-block quantization scales and zero-point offsets, it proposes
encoding a separate unstructured sparse matrix with outliers that are not well represented by the
quantized matrix. This matrix is then used to correct the quantized matrix during inference. The
main performance benefits on GPU are supposed to come from the quantization, while a small
number of outliers is expected not to have a significant impact on performance, despite the fact
that unstructured sparsity is not handled by specialized GPU hardware.
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Fig. 10. Representation of the PyTorch 2:4 sparse training within the STen abstraction.

We demonstrate the approach to express SpQR within STen in Figure 9b. We define a special
sparse format for the weight matrix that internally contains both quantized and sparse components.
Then, inside the efficient sparse operator implementation of matrix multiplication, we perform both
quantization and correction of the quantized matrix. The CUDA kernel implementation supplied
by the SpQR authors is directly called from the custom linear operator.

6.3 PyTorch 2:4 Sparse Training

Recently, PyTorch authors demonstrated an end-to-end training setup [6], relying on Nvidia sparse
tensor cores to accelerate overall training performance. The biggest challenge they addressed is
the efficient implementation of the on-the-fly sparsification kernel that does not add significant
overhead and allows utilizing the performance gains obtained from using 50% sparse weights.

In STen, we reproduce (Figure 10) such a training setup by incorporating the call to the sparsi-
fication kernel inside the forward pass of the custom operator. To enable dispatching to such an
operator, we define a special sparse tensor format that stores the original dense weight data. Its
purpose is not to reduce storage but to indicate that the operator that will be called on this tensor
should perform the sparsification before use.

Although this design might seem to step outside the STen model, it remains fully within its
dispatch framework. We extend it with a new tensor type that triggers sparsification logic at
runtime. This allows existing models to be adapted for 2:4 sparsity without requiring structural
changes to the model definition. A more direct alternative would involve explicitly inserting sparse
operators in the model code, which would require rebuilding the model from scratch, as in the
PyTorch reference implementation.

For efficiency, the custom operator directly computes the dense output from the obtained sparse
intermediate result, without explicitly defining sparsifiers in the STen model. By passing the
sparsified tensor to the backward pass through the PyTorch context and matching operators
based on the original weight’s data type, the operator reuses sparse values from the forward pass,
accelerating gradient computation.

6.4 RoSA

RoSA [69] is proposed as an extension of LoRA [44] to improve fine-tuning performance. LoRA
proposes replacing the weight matrix with a sum of the frozen pre-trained dense matrix and a
trainable low-rank decomposition. RoSA extends this further by adding a trainable unstructured
sparse matrix to keep the outliers that are not well represented by the low-rank decomposition.
To express RoSA within STen (Figure 11), we include all three components of the weight matrix
inside the custom tensor. Since this implementation is designed for fine-tuning, we have to support
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Fig. 11. Representation of the RoSA training within the STen abstraction.

both the forward and backward passes of the operator. Inside the custom backward pass operator
implementation, we are able to compute the gradients for two (sparse and low-rank) out of three
components of the weight matrix, excluding the dense weight gradient.

Finally, to ensure that the optimizer can update the sparse and low-rank components of the
weight matrix, we have to implement custom operators for in-place modification operations used by
most optimizers, such as mul_ to scale the gradient by a scalar and add_ to add the gradient to the
weight. Lastly, RoSA functionality relies on a specific training schedule. The RoSA authors suggest
initially training only the low-rank component for a few iterations (for example, 64), keeping the
sparse components set to 0. After that, one or more gradient accumulation steps are performed
to determine the placement of nonzeros in the sparse tensor that would be most beneficial to
reduce the accuracy loss. This placement then remains unchanged throughout all further steps.
This sparsity mask, for instance, could be found by taking the highest-magnitude elements of the
gradient until reaching the pre-configured sparsification budget. After the sparse mask is frozen,
the training continues with the weight matrix composed of all three components, including the
sparse matrix.

To make such a training schedule compatible with STen, we suggest adding state to the custom
tensor class that holds not only the components of the weight matrix but also a counter holding
the number of times the operator was called on the tensor. This counter will effectively track the
current training iteration, which can be used to determine the computation branch that should be
taken on each custom operator invocation (forward and backward) involving the custom tensor. As
a result, this conditional computation will allow implementing the training schedule proposed by
the RoSA authors without requiring any additional user code modifications.

7 Evaluation

Here we first consider the performance and accuracy of our n:m:g sparsity layout, and then
showcase the productivity of STen by implementing multiple different sparsifiers. All experiments
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Fig. 12. Trade-off between sparsity structure and accuracy for unstructured, n:m, n:m:g, and blocked sparsity.

used PyTorch [74] 1.12 and CUDA 11.4. CPU implementations for n:m:g sparsity were compiled
with GCC 8.4.1.

7.1 n:m:g: Performance and Accuracy

We now evaluate our n:m:g sparsity layout. First, we study how well it preserves tensors compared
to sparsity layouts with more or less structure. We then show that it can prune BERTy,q; [18] with
little loss in accuracy. Finally, we evaluate the performance of our pruned BERT models for sparse
inference.

n:m:g structure. Generally, there is a trade-off in pruning: adding structure to sparsity can
improve performance, but may lower accuracy, as it is more restrictive. We therefore compare
n:m:g with varying group size to less (unstructured and n:m) and more (blocked) structured sparsity
on individual tensors. To do this, we compare the energy, a novel metric we define to be the ratio
IX111/11X|l1, where X is the original tensor and X is the pruned version. The energy ranges between
0 and 1, and captures the intuition that we want to preserve larger-magnitude values.

In Figure 12, we show the energy of a weight tensor from the bert-base-uncased Hugging-
Face [94] model. The trends are nearly identical for other layers, as well as layers from ResNet-50 [40].
Unstructured sparsity preserves the maximum possible energy, followed by n:m. Our n:m:g sparsity
achieves almost the same energy as n:m when g = 16, with quality decreasing slightly with smaller
g. This is because increasing group size tends to be less restrictive: as chunks are larger, it is easier
to find more n:m patterns. Blocked sparsity performs the worst. Hence, n:m:g sparsity preserves
energy nearly as well as n:m, while its additional structure enables better performance.

Sparse fine-tuning. We now evaluate the quality of n:m:g sparsity by sparsifying a dense,
pretrained BERTy,5; model (HuggingFace bert-base-uncased) using iterative layer-wise magni-
tude pruning. Each layer is sparsified, and then the model is fine-tuned following standard BERT
pretraining (combining masked language modeling and next sentence prediction cross-entropy
losses) until the model recovers its original loss. This process continues until all 72 layers are
sparsified or the loss ceases to diminish, in which case the remaining weights are left dense. We use
the Wikipedia and BookCorpus datasets, a constant learning rate of 5 - 1074, and a global effective
batch size of 4096 with gradient accumulation. We use three RTX3090 GPUs (local batch size 16);
when all layers are sparse, each step takes a median of 42 s (compared to 18 s when dense).

Figure 13 shows the training loss over the course of pruning and reports the final test masked
language modeling accuracy. During training using the 1:10:4 format, we reduced the loss to 107*
after step 48,000, where the spike in the loss curve occurred. Our sparse models are able to maintain
good performance, although fine-tuning for greater sparsity requires more training iterations.

In Figure 14, we show the overheads added by masked sparse training with STen. During training,
GPU kernels are faster than the CPU kernels used for inference, so STen dispatch overheads
are more noticeable, although further optimization could mitigate this. As n:m:g is optimized for
CPU inference and we make use of masking during training, there is necessarily some overhead
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Fig. 14. Masked training overheads for unstructured, n:m, and n:m:g formats. Fixed sparsification keeps the
same nonzero mask, while new sparsification recomputes the mask.

compared to dense training. In most iterations during training, the sparsity mask is fixed as the
sparsity pattern changes slowly, which reduces sparsification overhead. Recomputing the mask
(e.g., when sparsity increases) is more expensive for formats with complex constraints. Distributed
training is another source of overheads as tensors on different model copies may have different
masks due to independent sparsification. To synchronize weights, collective operations on sparse
tensors need to be performed, which we implement by converting tensors to dense, exchanging
their values, and rerunning sparsification with an optimized conversion path (see §4.1).

We evaluate distributed sparse training overheads via weak scaling across varying numbers
of GPUs with mini-batch size 8, on up to 128 nodes of the Piz Daint supercomputer (Intel Xeon
E5-2690v3 CPU at 2.60GHz, one NVIDIA Tesla P100 16GB GPU per node).

Scaling efficiency, computed as the ratio of training runtime on 1 and 128 GPUs, went from
40% (0.52 s on 1 GPU vs 1.32 s on 128 GPUs) for dense training to 30% (1.02 s on 1 GPU vs 3.37
s on 128 GPUs) for masked sparse training. Despite the conservative handling of sparse tensors,
which requires conversion to dense and resparsification at every step, STen reduces weak scaling
overhead by less than 10% overall, demonstrating effective scalability for sparse workloads.

Sparse inference. We first evaluate the performance of our n:m:g sparse-dense GEMM (§5.1),
and compare it with DeepSparse [53] (v1.1.0) on a sparse unstructured tensor. Figure 15a shows
results for a 768x3072x4096 GEMM from a BERTg,g; feed-forward layer run on an AMD EPYC 7742
64-core processor (3.3 GHz) and an Intel Xeon Gold 6130 16-core processor (2.8 GHz). Our n:m:g
implementation is faster than DeepSparse at every sparsity level. Overall, we see that the added
structure in n:m:g sparsity enables significant performance gains: up to 3.9x on AMD and 1.5X on
Intel. These gains, however, come with a trade-off, as the structured approach of n:m:g may be
accompanied by a reduction in model accuracy, demonstrated in Figure 12.
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Table 3. OPT perplexity on WikiText2 using SparseGPT algorithm. To minimize the padding, for a given
sparsity parameters n and m, we calculate g = [L/("")] where L is the hidden size of the model.

Model | Dense | 2:4 48 | 2:4:g 3:6:g  4:8:g  5:10:;g  6:12g

OPT-2.7B | 12.47 | 17.18 14.98 | 24.07 20.58 1895 1731 15.14
OPT-6.7B | 10.86 | 14.20 12.56 | 15.01 13.89 13.28 1294 12.39
OPT-13B 10.13 | 1296 11.77 | 13.11 1242 12.03 11.59 11.59
OPT-30B 9.56 10.90 10.30 | 10.82 10.46 10.34 10.15 10.12

We next show end-to-end sparse inference with BERTy: using the same configurations as
above in Figure 15b. We use batch size 8 and sequence length 512. We also compare with TVM [8]
(v0.10.0) using either an unstructured or block pruned tensor. We tuned using AutoTVM [9] but
observed it did not tune sparse operators.

We see that STen improves performance over the dense baseline by up to 3.2x, with a similar
speedup pattern as in the sparse-dense GEMM. STen also matches or outperforms TVM up to
90% sparsity, but performs worse than DeepSparse or blocked TVM at higher sparsity. This is
due to framework overheads in PyTorch; Figure 15b breaks down our performance into STen and
PyTorch runtime. While inference engines are able to eliminate these overheads through data layout
transformations and operator fusion, doing so is more challenging in a general DL framework,
and we leave such optimizations to future work. Nevertheless, STen is faster than PyTorch, while
retaining the productivity of a full DL framework. Indeed, STen enabled the rapid prototyping
and testing of the n:m:g format, which could subsequently be integrated into inference engines to
benefit from their optimizations.

Sparse Large Language Models. Finally, we evaluate using n:m:g for sparsifying large language
models using SparseGPT [27]. Table 3 shows results for OPT models [104]. Following [27, 28], we
use 128 samples from C4 [82] to calculate the Hessian matrix, with 2048 sequence length.

7.2 STen Productivity

While §3 has shown that STen’s interface is intuitive, we now demonstrate this practically by
implementing several existing sparsifiers. To showcase productivity, we evaluate a model fine-tuned
to 50% sparsity using unstructured one-shot, iterative, and layer-wise magnitude pruning. We
consider the programming effort to implement the sparsifiers and associated sparse training. We
emphasize that we do not aim to outperform state-of-the-art pruning methods in this study.

We use a Wide ResNet-16-8 [102] trained on CIFAR10 [51], which consists of 11.0 M parameters.
Our dense model is trained following Zagoruyko and Komodakis [102], with batch size 512 for 200
epochs on four 16 GB V100 GPUs. We apply one-shot pruning and then fine-tune following the
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Fig. 16. Training loss across sparsifiers for pruning a pretrained Wide ResNet-16-8 on CIFAR10 to 50% sparsity.

Table 4. Sparsification test accuracy and lines of code added.

Sparsification Method (+112 LoC setup)

Metric Dense One-shot magnitude Iterative magnitude Layer-wise magnitude
Top-1 Accuracy (%)  95.02 94.84 95.14 95.10
Additional LoC - +6 +9 +9

same schedule. Iterative pruning begins at 10% sparsity, then iteratively fine-tunes for 75 epochs
before increasing the sparsity by 10%. Finally, layer-wise pruning prunes each layer and fine-tunes
for 30 epochs, starting from the first layer. We use one V100 GPU for fine-tuning, with batch size
128. Figure 16 shows training curves for this process and Table 4 reports the final test accuracies.
Each method approximately recovers the dense accuracy, although one-shot pruning performs
slightly worse. Sparse training iterations are about 18% slower than dense (0.274 s vs. 0.233 s per
batch), showing low sparsity overhead.

Implementing this sparsification in STen required no modification to the existing dense training
loop, where only training schedules were varied. Table 4 shows the number of lines of code
added to implement sparse fine-tuning. The sparsification setup consists of general components,
including the implementation of magnitude pruning and a masked tensor which stores the pruning
mask. Sparse models are constructed using STen’s SparsityBuilder (§3.4). This handles initial
sparsification and storage, converting tensor types, and ensures that weights are re-sparsified after
gradient updates. Given this infrastructure, one-shot, iterative, and layer-wise magnitude pruning
are then implemented using different training and re-sparsification schedules, which requires only
a few additional lines of code.

More generally, STen supports sparsifying a broad range of models out-of-the-box, including
torchvision’s [80] entire suite of image classification models, covering twenty model families and
over a hundred pretrained models. Adding support for sparse fine-tuning to torchvision’s training
code required only 25 lines of code.

8 Related Work

There has been extensive work on sparsity in deep learning [42], and in scientific and high-
performance computing in general [2]. Here we focus on key related work for deep learning
sparsity systems.

Systems for sparsity. General deep learning frameworks, such as TensorFlow [1] and Py-
Torch [74] provide basic support for sparse tensors and operations; more specialized frame-
works, such as DeepSparse [53], TVM [8, 31], and TFLite [60] aim to accelerate sparse inference.
Many works target sparsity for specific kernels or networks, rather than providing a complete
pipeline [10, 21, 33, 36, 41, 52, 54, 59, 64, 71, 73, 98, 100]; these could be incorporated into STen for
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further performance improvements. Another branch of work focuses on hardware acceleration for
sparsity [15]. Graph neural network systems also extensively leverage sparsity (e.g., [3, 45, 46]).

An alternative programming model for expressing sparsity in deep learning has been introduced
in SparTA [105]. This framework suggests associating specific attributes with each tensor to describe
sparsity and then propagating these attributes through the operators. However, it lacks flexibility
in defining custom sparse formats and implementations.

Compiler-based approaches [8, 53, 93] excel at generating high-performance kernels. However,
they are typically confined to supporting only the sparse formats predefined by the framework
authors. STen is composable with such code-generation approaches while maintaining the flexibility
to express new sparse formats.

Model compression and acceleration. There are many other approaches to model com-
pression beyond sparsity; these include quantization [35], parameter sharing (e.g., [55, 76, 84]),
distillation [37], and factorization (e.g., [75, 95]). Such methods are typically orthogonal and can be
applied with sparsity for further improvements (e.g., [11, 58]).

Inter-tensor sparsity. Sparsity within individual tensors, or intra-tensor sparsity, includes both
unstructured and structured forms where zero elements enable reduced computation or storage via
sparse formats or kernels, without modifying network structure.

In contrast, inter-tensor sparsity arises at the architectural level, as in mixture-of-experts (MoE)
models [7, 86], where only a subset of experts is activated per input (e.g., Switch Transformer [25],
GLaM [20]), and sparse attention mechanisms [12, 34, 97, 101, 103], which restrict key—query
interactions to scale to long sequences. While these methods exploit different sparsity forms, they
differ from STen’s focus on intra-tensor sparsity through abstractions for sparse tensor formats.
Structural modifications such as MoE routing or sparse attention can be supported but must be
explicitly implemented by model developers.

Sparse training and fine-tuning. Research on sparse neural networks has advanced along two
major directions: sparse training from scratch and sparse fine-tuning of pretrained models. Methods
such as SET [66], SNFS [17], and RigL [22] enable training sparse models directly by dynamically
updating their connectivity. For fine-tuning, approaches like Movement Pruning [83] and LoRA [44]
adapt pretrained networks by updating or pruning only a small subset of parameters. While effective,
these techniques exhibit significant variance in design and implementation complexity. Our work
aims to simplify and unify the implementation of such sparse training and fine-tuning methods to
support their practical use and future extensions.

Compiler support for sparsity. Compiler approaches automate efficient code generation from
high-level tensor expressions. The Tensor Algebra Compiler [50] pioneered this by generating
kernels from per-dimension “dense” or “compressed” format attributes. The MLIR SparseTensor [4]
dialect integrates sparse tensors within the MLIR infrastructure, composing with optimizations like
vectorization. UniSparse [62] further decouples logical data structure from physical memory layout,
enabling code generation for custom and hardware-aware formats. These compiler frameworks
are complementary to STen, as they can generate the kernel implementations that our interface
integrates into PyTorch models.

9 Discussion

We introduced STen, an interface for productive and efficient sparsity in PyTorch. Its key technical
insight is decomposing the sparsity pipeline into three orthogonal, user-extensible components
(sparsity layouts, operators, and sparsifiers) that can be independently defined and freely composed,
together with a dispatch mechanism that automatically selects optimized implementations or falls
back to dense execution, distinguishing STen from frameworks that support only fixed sparse
formats or require invasive modifications to add new ones. Adding sparsity layouts or sparsifiers is
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simple, as is providing custom, optimized implementations for sparse operators. Further, our new
n:m:g sparsity layout provides performance competitive with highly-optimized sparse inference
frameworks. With STen, sparsity “just works”, typically taking only a handful of lines of code and
allowing existing training code to be reused as-is. This combination of expressiveness, extensibility,
and seamless integration makes STen an engine to help drive forward sparsity research and
development within the broader machine learning community, allowing users to tackle problems
in sparsity that previously would have been out of reach.

There are many potential future directions for study. In particular, developing fully sparse
training methods, where dense tensors are never materialized, is a major open problem [42] that
STen allows researchers to make progress on. We also see developing improved systems for sparsity
as a major direction, especially for sparse training, where automatic optimizations (e.g., fusing
sparsifiers) are less explored and potentially very valuable.
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