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[1] A. Lumsdaine et al. Challenges in Parallel Graph Processing. Parallel Processing Letters. 2007.
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Most of these layers require 
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distributed locks?
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spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache level?



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache level?

Locality?



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?

Performance 

metrics?



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?

Performance 

metrics?

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?

Contention?

Performance 

metrics?

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Atomic?

Contention?

Performance 

metrics?

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Atomic?

Contention?

Operand 

size?

Performance 

metrics?

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Atomic?

Contention?

Operand 

size?

Performance 

metrics?

Alignment?

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Atomic?

Contention?

Operand 

size?

Performance 

metrics?

Alignment?

Mechanisms?

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?

Compare-and-

Swap (CAS)



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?

Compare-and-

Swap (CAS)

Fetch-and-Add 

(FAA)



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Atomic?

Compare-and-

Swap (CAS)

Fetch-and-Add 

(FAA)

Swap (SWP)



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Performance 

metrics?



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Performance 

metrics?

Latency



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Performance 

metrics?

Bandwidth

Latency



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Modified: in one 

cache and dirty



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Modified: in one 

cache and dirty

Exclusive: in one 

cache and clean



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Modified: in one 

cache and dirty

Exclusive: in one 

cache and clean

Shared: in >1 

cache and clean



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Cache 

coherence 

state?

Modified: in one 

cache and dirty

Exclusive: in one 

cache and clean

Shared: in >1 

cache and clean

Invalid: garbage 

data



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Architecture



spcl.inf.ethz.ch

@spcl_eth

ATOMICS: PERFORMANCE DIMENSIONS

Architecture



spcl.inf.ethz.ch

@spcl_eth

RESEARCH QUESTIONS



spcl.inf.ethz.ch

@spcl_eth

How do we model the

performance of

atomics?

RESEARCH QUESTIONS



spcl.inf.ethz.ch

@spcl_eth

What is the

performance

difference between

various atomics?

How do we model the

performance of

atomics?

RESEARCH QUESTIONS



spcl.inf.ethz.ch

@spcl_eth

What is the

performance

difference between

various atomics?

What is the influence

of various parameters

and mechanisms?

How do we model the

performance of

atomics?

RESEARCH QUESTIONS



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

LATENCY MODEL



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

LATENCY MODEL



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Read for ownership

LATENCY MODEL



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Read for ownership

LATENCY MODEL

Cache 

coherence state



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Read for ownership

= max(read latency, invalidation latency)

LATENCY MODEL

Cache 

coherence state



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

= max(read latency, invalidation latency)

LATENCY MODEL

Cache 

coherence state



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

= max(read latency, invalidation latency)

LATENCY MODEL

Cache 

coherence state



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

= max(read latency, invalidation latency)

= constant

LATENCY MODEL

Cache 

coherence state



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

= max(read latency, invalidation latency)

= constant

LATENCY MODEL

Cache 

coherence state

Atomic



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

= max(read latency, invalidation latency)

= constant

LATENCY MODEL

Cache 

coherence state

Atomic



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic

= max(read latency, invalidation latency)

= constant

LATENCY MODEL

Cache 

coherence state

Atomic



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic
Cache 

coherence state

= max(read latency, invalidation latency)

= constant

LATENCY MODEL

Cache 

coherence state

Atomic



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic
Cache 

coherence state

= constant

LATENCY MODEL

EXCLUSIVE OR MODIFIED STATE

= max(read latency, invalidation latency)



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic
Cache 

coherence state

= read latency

= constant

LATENCY MODEL

EXCLUSIVE OR MODIFIED STATE



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic
Cache 

coherence state

= read latency

= constant

LATENCY MODEL

EXCLUSIVE OR MODIFIED STATE

predictions observed 

data

mean of

observed data



spcl.inf.ethz.ch

@spcl_eth

LATENCY

HASWELL, EXCLUSIVE



spcl.inf.ethz.ch

@spcl_eth

CAS FAA

LATENCY

BULLDOZER, EXCLUSIVE



spcl.inf.ethz.ch

@spcl_eth

LATENCY

HASWELL, EXCLUSIVE Alignment?



spcl.inf.ethz.ch

@spcl_eth

64 bit 128 bit

LATENCY

BULLDOZER, EXCLUSIVE Operand 

size?



spcl.inf.ethz.ch

@spcl_eth

BANDWIDTH

HASWELL, ATOMICS



spcl.inf.ethz.ch

@spcl_eth

CONCLUSIONS

PERFORMANCE INSIGHTS



spcl.inf.ethz.ch

@spcl_eth

CONCLUSIONS

PERFORMANCE INSIGHTS

The same latency of 

different atomics in most 

scenarios



spcl.inf.ethz.ch

@spcl_eth

CONCLUSIONS

PERFORMANCE INSIGHTS

The same latency of 

different atomics in most 

scenarios

CAS is the fastest for 

some cases



spcl.inf.ethz.ch

@spcl_eth

CONCLUSIONS

PERFORMANCE INSIGHTS

The same latency of 

different atomics in most 

scenarios

CAS is the fastest for 

some cases

Unaligned atomics 

should be avoided at all 

costs



spcl.inf.ethz.ch

@spcl_eth

CONCLUSIONS

PERFORMANCE INSIGHTS

The same latency of 

different atomics in most 

scenarios

CAS is the fastest for 

some cases

Unaligned atomics 

should be avoided at all 

costs

No parallel execution 

(low bandwidth) even if 

there are no data deps



spcl.inf.ethz.ch

@spcl_eth

CONCLUSIONS

PERFORMANCE INSIGHTS

The same latency of 

different atomics in most 

scenarios

CAS is the fastest for 

some cases

Small operand sizes 

give best performance

Unaligned atomics 

should be avoided at all 

costs

No parallel execution 

(low bandwidth) even if 

there are no data deps



spcl.inf.ethz.ch

@spcl_eth

Atomics Read

LATENCY

HASWELL, EXCLUSIVE



spcl.inf.ethz.ch

@spcl_eth

Atomics Read

LATENCY

HASWELL, MODIFIED



spcl.inf.ethz.ch

@spcl_eth

LATENCY

IVY BRIDGE, EXCLUSIVE

CAS



spcl.inf.ethz.ch

@spcl_eth

LATENCY

IVY BRIDGE, EXCLUSIVE

CAS



spcl.inf.ethz.ch

@spcl_eth

LATENCY

XEON PHI, MODIFIED / EXCLUSIVE

CAS



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic
Cache 

coherence state

= constant

LATENCY MODEL

EXCLUSIVE OR MODIFIED STATE

= max(read latency, invalidation latency)



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic
Cache 

coherence state

= constant

LATENCY MODEL

SHARED STATE

= max(read latency, invalidation latency)



spcl.inf.ethz.ch

@spcl_eth

Core

Cache Cache Cache

…
Cache line

Cache line Read for ownership

Execute

Atomic
Cache 

coherence state

= invalidation latency

= constant

LATENCY MODEL

SHARED STATE



spcl.inf.ethz.ch

@spcl_eth

Atomics Read 

LATENCY

HASWELL, SHARED



spcl.inf.ethz.ch

@spcl_eth

How to force cache coherence state

 F(M): Write cache line (invalidates all copies)

 F(E): F(M)  flush  read

 F(S): F(E)  read by some other core

D. Hackenberg, D. Molka, W. Nagel. Comparing Cache Architectures and Coherency Protocols on x86-64 

Multicore SMP Systems. MICRO’09


