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IN-NETWORK ALLREDUCE

2x traffic reduction compared to host-based allreduce

2x bandwidth improvement
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MISSING FEATURES

Custom 
operators and 

datatypes

Support for 
sparse data

Reproducibility
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EXISTING SWITCHES ARCHITECTURES
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ASIC

FPGA

Programmable
Switch
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FLARE
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Programmable switch 
architecture

Set of algorithms Performance and
memory occupancy 

models



Programmable switch architecture
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SWITCH ARCHITECTURE
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SWITCH ARCHITECTURE

PsPIN: A high-performance low-power architecture for flexible in-network compute - S. Di Girolamo et al. - ISCA’21
sPIN: High-performance streaming Processing in the Network – T. Hoefler et al. – SC’17
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PsPIN ARCHITECTURE

PsPIN: A high-performance low-power architecture for flexible in-network compute - S. Di Girolamo et al. - ISCA'21

RISC-V Cores
(HPUs)

Scratchpad 
(1 cycle accesses)

Shared memory
(~20 cycles accesses)

Remote memory 
accesses (~20 cycles)
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ADVANTAGES
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Processing 
functions specified 

as C kernels

We can fit 
512 cores + memory

Coverage of 
more use cases



Algorithms



spcl.inf.ethz.ch
@spcl_eth

12

KEY FEATURES

Where to store 
the data

How to access 
the data

How to manage
sparse data
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KEY FEATURES

Where to store 
the data

How to access 
the data

How to manage
sparse data



spcl.inf.ethz.ch
@spcl_eth

14

DATA TRANSMISSION
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DATA AGGREGATION
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PACKET SCHEDULING
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KEY FEATURES

Where to store 
the data

How to access 
the data

How to manage
sparse data
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SHARED BUFFER CONTENTION
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SHARED BUFFER CONTENTION
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SHARED BUFFER CONTENTION

Staggered sending
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HOW TO REDUCE CONTENTION

Staggered sending

Single buffer Multiple buffers Tree

Minimal 
memory 
occupancy

High 
contention

Lower 
contention

Higher 
memory 
occupancy

Highest 
memory 
occupancy

No contention

Reproducible
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PERFORMANCE AND MEMORY MODELLING
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KEY FEATURES

Where to store 
the data

How to access 
the data

How to manage
sparse data
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SPARSE DATA STORAGE - ARRAY
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SPARSE DATA STORAGE – HASH TABLE



spcl.inf.ethz.ch
@spcl_eth

26

DATA FILL-IN
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TWO-LEVEL APPROACH

HASH TABLE

ARRAY
(OR DENSE)



Evaluation
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RESULTS – SINGLE SWITCH
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RESULTS - 64 NODES, 2-LEVELS FAT TREE

Communication time of a ResNet50 iteration 
with sparsified gradients (0.2% density)

2x

13x
20x
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CONCLUSIONS
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