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Growing size of pretrained
model!

Abstract We present a replication study of BERT pre-
training (Devlin etal., 2019), which includes a
careful evaluation of the effects of hyperparmeter
tuning and training set size. We find that BERT
was significantly undertrained and propose an im-
proved recipe for training BERT models, which
we call RoBERTS, that can match or exceed the
of all of the post-BERT methods.
Qur modifications are simple, they include: (1)
training the model longer, with bigger batches,
over more data; (2) removing the next sentence
prediction objective; (3) training on longer se-
quences; and (4) dynamically changing the mask-
ing pattern applied o the training date. We also
collect a large new dataset (CC-NEWS) of compa-
rable size to other privately used datasets, to better
control for training set size effects.

When controlling for training data, our im-

Language model pretraining has led to sig-
nificant performance gains but careful com-
‘parison between different approaches is chal-
lenging. Training is computationally expen-
sive, often done on private datasets of different
sizes, and, as we will show, hyperparameter
choices have signi \pact on the final re-
sults. We present a replication study of BERT
‘pretraining (Devlin etal., 2019) that carefully
‘measures the inspact of many key hyperparam-
eters and training data size. We find that BERT
‘was significantly underirained, and can match
or exceed the performance of every model
published after it. Our best model achieves
state-of-the-art results on GLUE, RACE and
SQUAD. These results highlight the impor-
tance of previously overlooked design choices,
and raise questions about the source of re-
cenly reported improvements, We r ©

@ Hugging Face

Language Models an

‘models and code.!

1907.11692v1 [cs.CL] 26 Jul 2019

1 Intreduction

arXiv:

2018),

2019),

Self-training methods such as ELMo
GPT (Radfordetal, 20
(Devlin et al., 2019), XLM (Lample 2
and XLNet (Yangetal.,

Aggregated Residual Transformations for Deep Neural Networks

O PyTorch

. . . Tom B. Brown® Benjamin Mann® brought significant performance
Deep Residual Learning for Image Recognitit Eni Pel gait
P 2 { be challenging to determine whicl
Jured Kaplan'  PrafullaDhariwal  Arvind ! the methods contribute the most. Saining Xie'  Ross Gishick'  Piotr Dolli®  ZhuowenTu'  Kaiming He®
Kaiming H . Shuoain . A computationally expensive, limiting UCSan Diego  *Facebook Al Research
ming He  Xiangyu Zhang haoging Ren " f tuning that can be done, and is oft s9xie, 2tu)@ucsd. edu rba, pdollax, kaiminghe}d fb.con
Microsoft Research o) Amands pskell  SamdhisiAgarmal  Arid Bet ;ﬂvm " i :mdma v;ﬂ;ln’yml; si R froe ! o
{Kkabe, v-xiangz, v-shren, iansun} @ microsoft.com g our abiliy to measure the effects of
RewonChild  AdityaRamesh  Daniel M advances Abstract
™~ We i — ac
%) R
— — ) tion o * Equal contibution S W present a simple, highly modularized network archi-
=) Abstract A a Christopher Hesse Mark Chen B Bidirel o madcl amdcoe e avatsbleat: O werk & constracied
N Deeper neural networks are more difficult 1o train. We — § Q Trang ctps://github.con/pytoren/fal M by penring a building block that aggregales a set of trans-
3 " £ o~ sentai = AN @
3 present a residual learing framework io case the iraining N Benjamin Chess Jack@ - e I < formations with the same topology. Our simple design re-
() of networks that are substantially deeper than those used § o o s S b . sultsin.a homogemeous, mulii-branch architecture that has
previously. We explicitly reformulate the layers as learn- 1 N — o Gener only a few hyper-parameters to set. This sirategy exposes a
S ing residual functions withseference 10 the ayer inpus,in- o) S Sam McCandlish Alec Radford = ;‘:::L"‘n:h"l‘ z?[::“i ‘f:“"’“:"‘;‘:: GPT) Ra ™ new dimension, which we call “cardinality” (the size of the
ir i i - Fij 1. Training crror {lcft) anc il i it
ueﬁ of learning unreferenced functions. We provide com Fger . T mv:;mw:‘ *)]“ @) (_<G eul, the pre rained BERT "“’I R taskospectl [ set of ransformations) as an essential factor inaddition 1o Figure 1 Left: A blosk of ResiNet [14], Right: A block of
[ prehensive empirical evidence showing that these residual Sae Iigher treiion eari ...5 I tuned with just one additional outpu layer downstrea > the dimensions of depth and widih. On the ImageNei-1K  ReqNeXt with cardinality — 32, with roughly the same complex-
b orks e casier 10 - on lmageNet i prsented mFig, 03 Ope T to create state-of-the-art models for a wide trained par () dataset, we empirically shaw that even under the restricted yy. x layer is shown as ¢ in channels, ilter size, ¥ out chennels).
Q) considerably increased depth. On the InageNet dutaset we 2 pe ange f ks, mch £ on Ensmerig and sameobjer  gi  condltion of mainiaining complexit, increasing cardinality
% ;:;:“;j:;'f,'gj;:;;;": Fﬁﬂﬁfiﬁf 2 laers X grcaily benehted from very de < Q language inference, without substantial task- they usew (2, i able 1o improve classification accuracy. Moreaver, in- .
) see L et 48] ing lower comp Dt o e 4 % specific architecture modifications, general las creasing cardinality i more effective than going deeper or bmg:ln;ks n:l‘:l;e 51:::: smg This su:;ula is inherited
- R ENMINE PE TSN DL SE WV ar 8! 1 wider when we increase the capacity. Qur models, named esNets. which st modules of same topol-
i onthe ImageNet test set. This result won the Lstplace onthe  learning better networks as e\ Abst — BERT is coneeptually simple and empirically We arg (;l ResNeXi, are the ﬁ:;a:im' 5‘;‘3 entry 4:,;; ”_sw;c n:y, This simple rule reduces the free choices of nyl;:l-.
i ILSVRC 2015 classlfietion sk, We alao present analysls  Au obatacle to enswering R \Q) A =] powerful. It obiains new stale-of-the-art re- power of 4 2016 classification task in whick we secured 2nd place.  parameters, and depth is exposed as an essential dimension
P on CIFAR-10 with 100 and 1000 layers problem of vanishinglexplod Recent work has demonsirated substantial gains of > sults on eleven natural language POGSSSIE  cially for  C7)  We further investigate ResNeXt on an InageNet-SK set and  in neural networks. Morcover, we arguc that the situplicity
o0 The depth of representations is of central importance ~ hamper convergence from th <} on a large corpus of text followed by fine-tuning 40 tasks, including pushing the GLUE score to i <t ¥ N " o .
* th of represent i g : S . b Jor limitati the COCO detection set, aiso skowing better results than  of this rule may reduce the risk of over-adapting the hyper-
Jfor many visual recognition tasks. Solely due 10 our ex-  howeves, has been lurgely dd in architecture, this method sill requires task-spe 80.5% (7.7% point absolute improvemen), ey : ¢
o . " o A . >3] unidirectic its ResNet counterpart. The code and models are publicly — parameters 10 a specific dataset. The robusthess of VGG-
SO0 vemely deep representations, we obisin 285% relative im- 2o [23,9.37, 13 andimer 15 thousands of examples. By conirast, humans can MultiNLT accuracy to 86.7% (4.6% absolute = able ot D toe] Rathots s bt s pet by vnsionst vioal roces
> provement on the COCO object detection dataset. Decp  116], which enable networks w = a few examples or from simple instructions — sor 3 improvement), SQUAD v1.1 question answer- tectures th - avatlable online’. nition tasks [7, 10, 9, 28, 1P|m74] zn oy vtttk
1 vesidual nets are foundations of our submissions to ILSVRC  verging for siochastic gradier = struggle to do. Here we show that scaling up 1~ — ing Test Fl 10 93.2 (15 point absolute im- example,b - — involving speech [42, 30] and language [Z 41,201
M & COCO 2015 competitions', where we also won the st propagation [22]. N few-shot performance, sometimes even reachi provement) and SQUAD v2.0 Test F1 to 83.1 right archi  \O ing spe: anguage [4, 41,
b pettions’. where pe , hing  — : = 1.Introductior i ’
— places on the tasks of ImageNet detection, ImageNet local- When deeper networks an L twning approaches. Specifically, we train GPT-3,8 00 (5.1 point absolute improvenicat). tendtopre 1. Introduction It anlql h;-);ahc;\.': j’mm Z"L,',‘,f,’, a&:’.‘cmﬁfm:: [::i
L daation, COCO detection, and COCO segmentation degradation problem has beer . = pacameters, 10x more than any previous non-spi .1 1 Introduction oftheTran > Research on visual recognition is undergoing a transi- o 1% it o
& e the few-shot sciting. For al asks, GPT-3is app > strictions t e tion from “feature engincering” to “network engneering” ot cornerin The Tnception models bare evolved
>§ 1. Introduetion i) i wih fasks and few-shot demensrations specified 1 Language model pre-tsining has been shown o and could "1 [25,24,44,34,36, 38, 14). In conisst o rdional band- 0, 13 %01 bt an important commen property is
N such degradation is nof cangy =~ © achieves strong performance on many NLP datase be effective for improving many natural language ~ tuning bas ~ © designed features (e.g., SIFT [29] and HOG [5]), features » N i
c guag - g it y trategy. In an Tnception module,
Deep convolutional neural networks (22, 2] bave led - more layers to a suitsbly deep cloze tasks, as well as several tasks that require o1 & i ¥ s question Jearmed by neural networks from large-seale data [33] re. T uiremsform merge siralegy. In an Inceps —
10 a series of breakthroughs for image classification [21 din[11,4 * ! ‘processing tasks (Dai and Le, 2015; Peters et al.,  asq y ge-s the input is split into a few lower-dimensional embeddings
50, 401. Deep networks ﬁm,,ny i,.ﬂfg,“ lowimidigh oy :;;m; e | unscrambling words, using a novel word in a sente 2018a; Radford et al., 2018; Howard and Ruder, porate con quire minimal human involvement during raining, and Can by 1. convolutions), transformed by a set of specialized
level features [50] and classifiers in an end-to-end multi- The degradation (o i fime, we also identify some datasets where (PT.3 2018). These include sentence-level tasks such s In this be transferred o a variety of recogaition fasks (7, 10 28] fpers (3,03 55, erc.), and merged by concatenation. It
Iayer fashion, and the “levels” of features can be enriched s datasels where GPT-3 fnces methodelogical g ‘natural language inference (Bowman t al., 2015,  approache Nevertheless, human effort has been shifted 10 JeSIgNing oy e shown that the solulion space of this architecture is a
by the number of stacked layers (depth), Recent evidence o5} Leis aré sismilatly easy | ‘we find that GPT-3 can generate samples of new: s " Dolan bettec i for learning ” strict subspace of the solution space of a single large layer
o0, 4] vovonts Tt metrel Aot by o oceinl sopertmns,  "Pellower welitcer and Y distinguishing from articles written by bumans. W Williams et al,, 2018) and paraphrasing (Dolan  Encoder Designing architectures becomes increasingly difficult sk . o 1 embed
., - pth fal importance, o Jayers onto it There exi 3 and Brockett, 2005), which aim to predict the re-  BERT alle o by oy (e.g. 5x3) operating on a high-dimensional embedding.
and the leading results [41, 44, 13, 16] on. the challenging and of GPT-3 in general. I ‘with the growing number of hyper-parameters (width', il e oo1ir. transform-merge behavior of Inception modules
44, 13 he 0 the deeper model: the addec Tationships between sentences by analyzing them  rectionalit, i - P e P
ImageNet dataset [36] all exploit “very decp” [411 MOGElS, i the other luyers are copiews oas o : tex sizes, strides, eic.), especially when there are many 1ay- g uxpecteq to approach the representational power of large
with a depth of sixteen [41] to thirty [16]. Many other non 1041 The existence of this constructod holistically, as well as token-level tasks such as  guage mox ers. The VGG-nets [36] exhibit a simple yet effective strat- 414 gonge lyyers, but at a considerably lower computational
trivial visual recognition tasks [8, 12,7, 32, 27) have als0 gyt 4 deeper model should produce no highee trai ‘named entity recognition and question answering,  spired by egy of constructing very doep networks: stacking build- ooy
e retiompeestveeraatsy | ma | than s shallower comterput. But Coe ‘whars models aeo required to producs fne-grainsd  masked L rr——— Despite good accuracy, the realization of Inception mod-
: Zena1 h our current solvers on hand are unable to find solutions that '];';PM“‘ I:;:'EZ::;?“R“’;"El Sﬁ“"gj 1“2';‘1 63)“'5 sl hﬂ';““’-:; EWidth rfers 1o the sumbee of chaanels in  layes els has been ied with a series of complicating fac-
eulder, 2003; Rajpurkar et al., 2016). predict

T ———————— 2



@ @spcl
3y @spcl_eth

PCL

spcl.ethz.ch

Motivation

<@e cscs ETH:zurich

RoBERT:: A Robustly Optimized BERT Pretraining Approach

Yinhan Liu® Myle Ott Naman Goyal® Jingfei Du*  Mandar Joshi'
Dangi Chen!  Omer Levy! Mike Lewis! ~Luke Zettlemoyer!é Veselin Stoyanov®

! Paul G. Allen School of Computer Science & Engineering,
University of Washington, Seattle, WA
andar90, 1sz}@cs.washington.edu
& Facebook Al
{yinhanliu, myleott,naman,jingfeidu,
dangi, omerlevy, mikelewis, 1sz, ves}@fb.com

. - f . Y
Growi 1g Size Of pretrailr ed 5 (&)

= Abstract We present a replication study of BERT pre-
« training (Devlin ctal., 2019), which includes a

I — Langusge model pretraining has led 1o sig careful evaluation of the effects of hyperparmeter
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= parison between different approaches is chal o e R T g
el lenging. Training is computationally cxpen- I — .
N sive, often done on private datasets of different proved recipe for (raining ik
— sizes, and, as we will show, hyperparameter ‘we call RoBERT, that can match or eaceed the
| «choices have significant impact on the final re- performance of all of the post-BERT methods.
Q sults. We present a replication study of BERT ‘Our modifications are simple, they include: (1)
B ‘pretraining (Devlin etal., 2019) that carefully training the model longer, with bigger batches,
3] measures the imipact of many key hyperpara- over more data; (2) removing the mext sentence
— efers and training data size. We find that BERT Tyt T () (e o s o
— was significantly underirained, and can match .
. quences; and (4) dynamically changing the mask-
> or exceed the performance of every model .
N published afte it. Our best model achieves ing pattern applied to the training data. We also
o) state-of-the-art results on GLUE, RACE and collect a large new dataset (CC-NEWS) of compa-
o SQUAD. These results highlight the impor- rable size to other privately used datasets, to better
—_ tance of previously overlooked design choices, control for training set size effects.

How to select the best pretrained model?
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Assumptions in Previous Works

How can we efficiently select the most informative examples for labelling to

choose the best classifier in a modagnostic way?
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Contributions
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Framework
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examples models
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MODELSELECTOR

Accuracy is our utility Binary outcome of correct

measure

versus incorrect
predictions

P(H(z) # y|H = h™) =,
P(H(z)=y|lH=h")=1—¢ Errorprobabiliy

Best model

Yuxin Chen, S Hamed Hassani, Afaifasi and Andreas Krause. Sequential information maximization: When is greedgpteaal ? In Conference on Leaming Theory, pg¢383. PMLR, 2015. 9
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MODELSELECTOR

P(H(z) # y|H = h7) =€,
PH(z)=ylH=h")=1-—¢

Objective find the set of labeled datg

examples with max information

Loprp) =  argmax  [(H; L)

LC{(zi,y4) [i€[n]}
s.t. |L£|<b

Mutual information

10
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MODELSELECTOR

P(H(z) # y|H = h7) =€,
PH(z)=ylH=h")=1-—¢

Strategy ofMODELSELECTOR to
greedilypick the unlabeled

Loprp :=  argmax I(H;L)

LC{(zi,i) [i€[n]}
s.t. |L]|<b

example that provides the maxima
Information gain

ry = argmax [(H;Y |x, L)
reU,

Unlabeled Labeled data
data

11
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MODELSELECTOR

P(H(z) # y|H = h™) = ¢,

Differential P(H(x)=y|H=h")=1—¢
entropies
Loprp :=  argmax I(H;L)
L (zisyi) [i€[n]}
st |L|<b

Ty = argmax H(H|L:) — By [H(H|L, U{(z,Y)})] = ="
TeEUy
= argmin Ey [H(H|L, U {(z,Y)})]
mEL{t

Equivalent to minimizing the
model posterior uncertainty

Quoc Phong Nguyen, Bryan Kian Hsiang Low, and Rlatiliek An informationtheoretic framework for unifying active learning problems. In Proceedings of the AAAI Conference on hatiégence, volume 35, pp. 9188134, 2021.
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MODELSELECTOR

P(H(z) # y|H = ™) =,
PH(z)=ylH=h")=1-—¢
Hypothetical label

Hypothetical model Loty = argmax  I(H; L)
. L (zisyi) [i€[n]}
posterlor st |£]<b

xy = argmax I(H;Y |z, L)
ey

z, = argmax H(H|L;) — Ey [H(H|L, U{(z,Y)})]

P(H = h;|L: U{(z,Y =¢)}) x =a.rgr;n Ey [H(H|L, U {(z,Y)})]
P(L: U{(z,Y = c)})|H = h;) P(H = h;)

13
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MODELSELECTOR
P(H(z) # y|H = h7) =€,
PH(z)=ylH=h")=1-—¢
Loprp :=  argmax I(H;L)
If we assume P(H = h;) = 1/m el
TS argelz{lax I(H; Y|z, L4)

ze = argmax H(H|L,) — By [H(H|L, U{(z,Y)})]

P(H — hj |£t U {(m, Y — C)}) X = srgmin Ey [H(H|L, U{(z,Y)})]

P(H = hy|£, U{(a,Y = o)}) o

(1 — e)hj,(t,:c) Et_h’_g,(t,m) P(L:U{(z,Y = )})|H = h;) P(H = hy)

Number of correct
predictions of classifier
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MODELSELECTOR

P(H(z) # y|H = h7) =€,
PH(z)=ylH=h")=1-—¢

Loprp :=  argmax I(H;L)
s
At iteration 0 MODELSELECTORelects the most Up to budgett )
informative w and querieoraclefor w % = srgmex I(H; Yz, L)

ze = argmax H(H|L,) — By [H(H|L, U{(z,Y)})]

Updates = argmin By [H(H|L, U {(z,Y)})]
B(H = hyL U{(z, Y = 9)}) o
P(L; U{(z,Y = c)})|H = h;) P(H = h;)
Up1 = Up\{z: } P(H = hj|Li41) o
_ P(H = hj|L, U{(z,Y = 0)})
1[h;(xze)= 1[h;(x J
Lit1 =L U{xe,ys} P(H = hy|L;)(1 — )t ha ()=l ¢t () (1 - sttt

15
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Selecting the Parametet

ohQ o BHRQ
OhQ o AR o
Assign noisy labels to datapoint Oh'Q & B R o
ohQ o BAQ ®

Efficient reuse label
predictions
A coarsegrained search with
larger steps to identify, Promisin oy r: gl
Intervals

A finegrained search within
these intervals

mhg g g8 od g v

16
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Datasets and Model Collections ResNets

EfficientNet Domain adaptation

MobileNetz X settmg

automobile
bird

dog
frog

horse

ship

truck dﬂhﬂﬂ-iﬂﬂﬂ

BERTDIStIBERT
RoBERDa D't

From just 71
examples to

40,000 .'x G L U E 2 ¢ 3 classes
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Datasets and Model Collections ResNets _ .
EfficientNet Domain adaptation
s] = MobileNetz X ) setting
6 ¢ 1,000 classesi —_— —

airplane z ’iﬂﬁ—ﬁ‘_
SHEDCwEeEl=S R
mB RES ¥ Bl 'b’_ &. '

s o LA
m!”ﬂf»mw%
R~ ‘h“ﬁﬂﬁ’ ¥
frog mﬁﬁmﬁd 1&&&:
hhhhh R o]

In total 18 model collections on 16 different datasets comprising

over 1,500 pretrained models
RoBERPa Dt € 2 X

From just 71
examples to

40,000 ’x G | U - 2 ¢ 3 classes
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Datasets and Model Collections

ImageNet ImageNet Pytorch
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Datasets and Model Collections

ImageNet ImageNet Pytorch ImageNetV2 M-F ImageNetV2 T-0.7 ImageNetV2 T-I PACS
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different model

Wide range of possible model accuracies without making any

assumptions about their distribution
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Baselines

Uncertainty

Sampling MarginSampling

Originally
comparing 2 Requires soft
models predictions

Variance
Minimization
Approach (VMA)

Active Model
Comparison (AMC)

[2] Ido Dagan and SearERgelsonCommitteebased sampling for training probabilistic classifiers. In Machine Learning Proceedings 1995, Hp7. 153evier1995.

[3]1 H Sebastian Seung, Manfred Opper, and FHgampolinskyQuery by committee. In Proceedings of the fifth annual workshop on Computational learning theory,q394£8D92.

[4] ChristophSawadeNiels Landwehr, and Tobias Scheffer. Active comparison of prediction models. In F. Pereira, C.J.Bitgesahd K.Q. Weinberger (eds.), Advances in Neural Information Processing Systems, volume 25. Curran Associates, Inc., 2012.

[5] Mitsuru Matsuura and Satoshi Hara. Active model selection: A variance minimization apprdéein IR2023 Workshop on Adaptive Experimental Design and Active Learning in the Real Word, 2023. 21
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Evaluation Protocol Realization 1
)
/ 80%5’1* b
w \
Entire test set Realization 2

Uniformly sample

‘ ¢ i.i.d.instances (& Budgetw
: & ‘ MODELSELECTOR
o v
X
- Realizatiori %y

W

. 22
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Performance Metrics

|dentification Probability Label Efficiency 95thPercentile Accuracy Gap

A Fraction of realizations where a A The reduction in number of A Represents the 95th percentile
method successfully identifies labels (%) required to select the of the accuracy gap across all
the true best model of that best or a neabest { ) model realizations
realization over all realizations

A &

b 4
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Label Efficiency for NeaBest Models

Dataset d=1% 46=05% 4&§=01%
CIFAR10-High | 48.04% | 58.40% | 72.23%
CIFAR10-Low 121.07% | 21.82% |25.67%
EmoContext 120.56% | 34.19% | 39.89%
PACS 162.73% | 66.81% | 68.62%
Drift +23.79% 17.96% 111.18%
ImageNet 1 53.62% | 63.80% | 69.81%
ImageNet Pytorch | 40.94% | 64.07% | 73.36%
ImageNetV2 T-I 16.12% | 49.12% | 70.61%
ImageNetV2 T-0.7 | 57.58% | 57.79% | 73.39%
ImageNetV2 M-F | 48.18% | 61.39% | 56.72%
MRPC 172.41% | 73.62% | 74.54%
CoLA 1 45.89% | 53.75% | 71.01%
ONLI 1 46.88% | 78.39% | 85.75%
QQP $11.90% | 26.55% | 73.36%
SST-2 17.89% 139.66% | 93.33%
WNLI 0.00% 0.00% 0.00%
MNLI 169.42% | 79.83% 13.95%
RTE 1 40.96% | 40.96% | 40.96%
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Label Efficiency for NeaBest Models

Consistently reduces labeling
cost to reach the vicinity of
the true best model

d=1%

6 = 0.5%

§ =0.1%

| 48.04%
1 21.07%
1 20.56%
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1 23.79%
1 53.62%
1 40.94%
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| 45.89%
| 46.88%
1 11.90%
1 7.89%
0.00%
1 69.42%
| 40.96%

1 58.40%
121.82%
1 34.19%
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1 63.80%
| 64.07%
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1 73.62%
1 53.75%
1 78.39%
1 26.55%
1 39.66%
0.00%
179.83%
1 40.96%

1 72.23%
125.67%
1 39.89%
1 68.62%
1 11.18%
1 69.81%
1 73.36%
170.61%
1 73.39%
1 56.72%
1 74.54%
1 71.01%
| 85.75%
1 73.36%
193.33%
0.00%
1 3.95%
1 40.96%
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Label Efficiency for NeaBest Models

Consistently reduces labeling
cost to reach the vicinity of

d = 1%

d = 0.5%

d = 0.1%

| 48.04%
1 21.07%
1 20.56%
1 62.73%
1 23.79%
1 53.62%
40.94%

1 58.40%
121.82%
1 34.19%
1 66.81%
4 7.96%
1 63.80%
64.07%

1 72.23%
1 25.67%
1 39.89%
| 68.62%
1 11.18%
1 69.81%
73.36%

MODELSELECTOR consistently more labdfficient for nearbest models

| 72.41%
| 45.89%
| 46.88%
1 11.90%
1 7.89%
0.00%
| 69.42%
| 40.96%

1 73.62%
1 53.75%
1 78.39%
1 26.55%
1 39.66%
0.00%
1 79.83%
1 40.96%

1 74.54%
1 71.01%
1 85.75%
1 73.36%
193.33%
0.00%
1 3.95%
1 40.96%
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Robustness Analysis

Dataset

Identification probability

MODEL SELECTOR
(70%,/80%/90%,/100%)

RANDOM

(70%/80%/90%/100%)

MARGIN
(70%/80%/90%/100%)

UNCERTAINTY
(70%/80%/90%/100%)

AMC

(70%/80%/90%/100%)

VMA
(70%/80%/90%/100%)

CIFAR10-High
CIFAR10-Low
EmoContext
PACS

Drift

ImageNet
ImageNet Pytorch
ImageNetV2 T-I
ImageNetV2 T-0.7
ImageNetV2 M-F
MRPC

CoLA

QNLI

QQP

SST-2

WNLI

MNLI

RTE

1.90/0.80/0.40,/0.00
1.40/0.90/0.50/0.00
1.30/0.60/0.30/0.00
1.40/1.10/0.40/0.00
11.33/8.27/5.87/0.00
0.90/0.90/0.80/0.00
0.80/0.50/0.20/0.00
1.20/0.70/0.10/0.00
1.00/0.50/0.20/0.00
0.90/0.40/0.30/0.00
1.14/1.14/0.29/0.00
0.88/0.62/0.25/0.00
1.00/0.60/0.30/0.00
0.46/0.24/0.12/0.00
0.40/0.27/0.13/0.00
3.08/3.08/1.54/0.00
1.00/0.80/0.40/0.00

10.40/10.00/4.40/0.00 22.40/21.20/16.40/11.20 21.20/16.80/17.20/6.80

5.00/3.90/3.50/3.00
2.00/1.80/1.40/1.30
1.10/1.00/0.90/0.70
1.90/1.70/1.70/1.70

11.47/7.87/6.27/0.00

2.30/2.20/2.10/2.10
3.70/3.30/3.00/2.60
4.30/4.50/3.00/2.20
4.20/3.70/3.50/2.50
4.10/2.60/2.60/2.60
5.71/5.43/5.14/4.86
3.38/3.37/3.37/3.12
4.60/4.20/3.90/3.80
1.50/1.44/1.36/1.30
6.80/6.40/6.27/6.40

12.31/4.62/1.54/1.54

4.70/4.30/3.90/2.90

2.00/1.30/1.30/1.10
2.10/1.80/1.60/1.40

2.00/1.00/0.80/0.50
1.80/1.80/1.80/1.80

1.20/1.20/1.20/1.10
1.30/0.90/0.80/0.70
1.30/1.30/1.10/0.50
1.50/1.30/1.10/1.10
1.10/1.00/0.90/0.60
2.00/1.43/1.14/0.86
1.12/0.88/1.12/1.37
2.10/1.40/1.00/0.80
0.40/0.30/0.26,/0.22
0.40/0.40/0.40/0.40
6.15/3.08/1.54/1.54
1.20/1.20/1.10/1.00

2.50,/1.50/1.00/0.70
2.10/1.80/1.50/1.30
1.50/1.10/0.70/0.50
1.70/1.60/1.50/1.50

16.67/16.67/13.87/7.60 18.00/17.33/10.00/10.00

1.10/1.50/1.30/1.30
1.00/1.00/1.00/0.80
1.70/1.40/0.60/0.60
1.50/1.50/1.30/1.00
1.10/1.10/0.90/0.60
1.71/1.14/0.86/1.14
1.00/0.88/1.12/1.37
2.40/1.40/1.00/0.80
0.38/0.30/0.26/0.24
0.40,/0.40/0.40/0.40
6.15/3.08/1.54/1.54
1.10/1.10/1.10/1.00

20.80/16.80/19.20/7.20

3.80/2.60/2.10/1.80
1.70/1.40/1.20/1.10
1.40/1.00/0.80/0.50
1.70/1.60/1.50/1.40

11.87/8.13/6.53/0.00

1.70/1.70/1.30/1.40
2.20/1.90/1.30/1.20
3.50/2.80/1.90/1.80
2.60/2.40/1.80/1.30
3.10/1.10/1.10/0.90
5.43/5.14/5.14/4.86
2.62/2.50/2.50/2.37
4.60/4.00/3.80/3.60
1.08/0.96/0.80/0.72
5.87/5.60/5.60/5.47
9.23/3.08/3.08/1.54
4.40/4.00/3.20/2.70

4.00/3.00/2.60/1.90
2.00/1.60/1.50/1.30
1.20/1.00/0.90/0.50
1.80/1.60/1.70/1.50
11.60/9.47/3.60/0.00
1.70/1.70/1.70/1.70
3.60/2.40/1.90/1.20
3.10/2.40/2.30/1.60
2.80/2.70/2.30/1.80
3.70/1.70/1.60/1.60
5.43/5.14/4.86/4.29
2.50/2.50/2.38/2.25
4.40/4.20/3.90/3.60
1.10/0.90/0.80/0.72
5.73/5.47/5.33/5.33
9.23/3.08/3.08/1.54
4.00/4.30/3.70/2.90

22.80/20.80/16.80/10.80 22.00/19.20/14.80/10.80
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Robustness Analysis

MODEL SELECTOR
(70%/80%/90%/100%)

1.90/0.80/0.40/0.00
1.40/0.90/0.50/0.00

1.30/0.60/0.30/0.00 Significantly smaller
1.40/1.10/0.40/0.00 accuracy gaps compared
11.33/8.27/5.87/0.00 to baseline methods (up
0.90/0.90/0.80/0.00 - to 9.8x tlm@
0.80/0.50/0.20/0.00 @ A

1.20/0.70/0.10/0.00
1.00/0.50/0.20/0.00
0.90/0.40/0.30/0.00
1.14/1.14/0.29/0.00
0.88/0.62/0.25/0.00
1.00/0.60/0.30/0.00
0.46/0.24/0.12/0.00
0.40/0.27/0.13/0.00
3.08/3.08/1.54/0.00
1.00/0.80/0.40/0.00
10.40/10.00/4.40/0.00




SOl 9. & cscs ETHzurich

spcl.ethz.ch

Robustness Analysis

MODEL SELECTOR
(70%,/80%/90%/100%)

1.90/0.80/0.40/0.00
1.40/0.90/0.50/0.00
1.30/0.60/0.30/0.00 Significantly smaller
1.40/1.10/0.40/0.00 accuracy gaps compared
11.33/8.27/5.87/0.00 to baseline methods (up

MODELSELECTOR more robust compared to baseline methods

1.14/1.14/0.29/0.00
0.88/0.62/0.25/0.00
1.00/0.60/0.30/0.00
0.46/0.24/0.12/0.00
0.40/0.27/0.13/0.00
3.08/3.08/1.54/0.00
1.00/0.80/0.40/0.00
10.40/10.00/4.40/0.00
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Practical guidelines: practitioners can use the heuristic range of [0.45, 0.49]. For
scenarios with high model disagreement, choose values closer to 0.49 to
encourage more exploration

(
(
(
(
(
(
(
(
(
(

ColLA MNLI MRPC QNLI QQP
> ) -
=1.0- E1.0- El.o- =1.0- EI.O-
a i B B 3
B 08- Bos 808 208 808
o Q (o] o [@]
. . -l j . A
Q0.6 Q0.6- 20.6- Q0.6 20.6-
§ 5 5 5 5
= 0.4- = 0.4 = 0.4- = 04 = 0.4-
(1] m 1] o m
9 s O 9O O
E=0.2- = 0.2- E= 0.2 =02 E .2
1= t € c t
s00-~  goo-, . . .. .m0~ L0, ... H0O,
- 0 100 200 300 400 500 600 — 0 200 400 600 800 1000 — 0 50 100 150 200 250 300 — 0 200 400 600 800 1000 — 0O 1000 2000 3000 4000 5000

Labeling budget b Labeling budget b Labeling budget b Labeling budget b Labeling budget b



a7 L R = % cscs ETH:ziirich

spcl.ethz.ch

Can We Use Noisy Labels to Identify the Best Model?

Best model accuracy gaj

acc. on true labelsg

acc. on noisy labels
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